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I N  T H I S  W H I T E  P A P E R  

In this white paper, IDC discusses the case for solid state storage in enterprise data 

storage systems and servers. This white paper explores various aspects associated 

with integrating solid state drives (or SSDs) within the enterprise and discusses the 

importance of optimizing the physical hardware and software stacks to accommodate 

solid state storage. 

S I T U AT I O N  O V E R V I E W  

IT managers are constantly trying to find ways to improve the service levels and 

efficiency of managing applications and information within the datacenter. This 

ongoing quest takes place in the context of relentless data growth and flat to declining 

budgets. As a result, IT managers are compelled to investigate and implement new 

storage efficiency technologies such as data compression, de-duplication, and 

storage virtualization. Yet even with the integration of these efficiency tools, it is still 

necessary to scale storage systems to higher capacities to deal with unavoidable 

growth and management of data. Expanding data center storage has several 

concomitant challenges, including managing power and cooling costs and in some 

cases working within physical space limitations. To tackle these challenges, smaller 

hard disk drive (HDD) form factors for better storage densities and slower-spinning, 

multiterabyte capacity-optimized HDDs are now must-have components in any 

storage architecture. Driving data center storage efficiency improvements has 

become a top priority for most organizations; hence, increased interest and adoption 

of all the above technologies is certain. 

Another tool that exists for IT managers to improve data center service levels and 

efficiencies is SSDs. In the recent past, SSDs were cost prohibitive except for the 

most extreme and demanding applications running on very high-end and expensive 

storage systems. However, today's SSD pricing permits the technology to be 

integrated cost effectively into a broader range of storage system and server 

solutions. Thanks to advancements of semiconductor technology, IT managers are 

beginning to leverage the use of SSDs (based on NAND flash memory) more 

pervasively as a solution that can increase performance, boost utilization rates, 

provide faster access times, and lower total power consumption. Today, SSDs are 

suitable and economical to address performance concerns within an enterprise 

storage network despite being more expensive than HDD-based storage from a 

dollar-per-gigabyte perspective, as shown in Figure 1.  
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F I G U R E  1  

Ave r a g e  P r i c e  p e r  GB  C ompar i s o n ,  En t e r p r i s e  F l a s h  SSD  a nd  

En t e r p r i s e  HDD ,  20 0 9 –2 0 14  

 

Source: IDC, 2010 

 

However, comparing SSDs with HDDs on a price-per-GB basis alone overlooks the 

real value SSD technology delivers to enterprise storage systems. Fundamentally, 

SSD technology provides a number of benefits when integrated properly into an 

enterprise storage system, such as: 

� Ultra high performance. SSDs can achieve a high level of random data 

throughput. SSDs offer high IOPs (or input/output per second) performance and 

more consistent I/O response time due to their low access times and high 

bandwidth. 

� Energy efficiency. With no mass to move, SSDs offer lower total power 

consumption (especially from a per-I/O basis). This also translates into less heat 

generation, which in turn lowers cooling costs at the enterprise system level. 

� High reliability. Unlike HDDs, the reliability of SSDs has yet to be validated with 

years of use in real-world field deployments. However, given that SSDs have no 

moving or mechanical parts to fail, logic would imply that SSDs would have a 

reliability advantage. In fact, rigid laboratory testing and early specifications 

indicate that SSDs can provide a high mean time between failures (MTBF) and 

have a low probability of mechanical failure that can cause an entire SSD to fail. 

This is not to say that SSD technology doesn't have reliability concerns because 

it does, but not for mechanical reasons. 

Storage requirements are becoming increasingly diverse in the enterprise, and  

the market for SSDs continues to evolve to meet these requirements. Today, there is 

a wide array of use cases that can benefit from implementing SSD technology in the 
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enterprise. In the most simple use case, a low-capacity SSD can be used as a boot 

drive to store the OS image. In more complex use cases, an ultra-high-performance 

SSD (or an array of SSDs) complements traditional HDD storage and can be 

leveraged for improving the performance of I/O-intense applications such as high-

performance computing (HPC), online transaction processing (OLTP), databases, 

and applications that are delivered from the Cloud.  

What is often overlooked is that much of the hardware and software to support SSDs 

in enterprise storage systems and servers has been built upon the legacy of  

HDD-based storage parameters and standards. It may be obvious, but it is vital to 

realize that HDDs behave and perform very differently than flash-based SSDs. 

To lay the groundwork for this white paper, the various aspects associated with 

integrating SSDs within enterprise storage systems and servers are explored and the 

opportunities to optimize the physical hardware and software stacks to use flash-

based SSD storage more effectively in the future are discussed. 

F U T U R E  O U T L O O K  

Solid state storage offers a definitive approach to providing a higher level of 

performance for storage system and server vendors. However, there is an underlying 

complexity that needs to be addressed. To optimize SSDs fully, the physical 

hardware and software stacks must accommodate solid state storage to avoid shifting 

performance bottleneck to other components of the system.  

 

O p t i m i z i n g  t h e  H a r d w a r e  S t a c k   

While every enterprise application is unique, common performance bottlenecks must 

be addressed in order to become "SSD friendly." In the context of traditional system 

hardware architectures, flash-based SSDs fill a performance and cost gap in the 

system hierarchy between cache memory (DRAM) and traditional performance-

optimized HDD storage (see Figure 2). 
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F I G U R E  2  

Sy s t em  A r c h i t e c t u r e s  

 

Source: IDC, 2010 

 

Yet, when comparing the performance metrics of both HDDs and SSDs,  performance 

(IOPs) and access times (latency or wait time) are significantly different (see Table 1). 

As a result, much of the existing hardware that has been designed for HDD storage 

may not be optimized fully to handle the performance differences of solid state 

storage.  

 

T A B L E  1  

HDD  and  SSD  IOP s  a nd  Ac c e s s  T ime  

Drive IOPs Access Time 

7200 HDD 80 10/5ms 

10K HDD 140 7.8ms 

15K HDD 190 5.5ms 

SSD  >10,000 0.2ms 

IOPs and Access times Represent Typical/Average Numbers 

Source: IDC, 2011 
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Because of the significant difference in performance and access times, other 

bottlenecks in the hardware stack must be optimized for solid state storage. For 

example, network bandwidth, starting with the host bus adapter (HBA), may be a 

bottleneck if there is not enough bandwidth to transmit all the required transaction 

requests. Likewise, storage controllers must accommodate the additional performance 

associated with SSDs. Finally, RAID controllers offer another piece of the hardware 

stack that requires tuning in order to accommodate the high performance of SSDs. 

Form Factors 

Form factors are another area in the hardware stack that IT managers need to be 

aware of when implementing SSDs. Today, typical enterprise HDDs come in 

standardized 2.5in. or 3.5in. form factors, and most storage cabinets and arrays are 

built with these form factors in mind. Solid state storage offers a more flexible 

approach when it comes to form factors because they are designed with small form 

factor integrated circuits (ICs) on a printed circuit board (PCB); hence, SSDs need not 

be tied to traditional HDD form factors.  

Currently, enterprise storage systems and servers are integrated with three major 

SSD form factors: 

� Traditional hard disk drive form factor. These SSDs will be a direct substitute 

for a standard form factor performance-optimized HDD. Typical of such form 

factors are: 

� Large Form Factor (LFF): 3.5-inch (26 x 102 x 147 mm) 

� Small Form Factor (SFF): 2.5-inch (15 x 70 x 100 mm) 

� Module form factor. These SSDs are boards that are self-contained storage 

devices consisting of an interface to connect to the host device, controller, and 

memory in a single unit. 

� Subsystem form factor. These rack/cabinet subsystems aggregate multiple 

standalone SSDs together (typically either designed from an HDD or module 

form factor) and present themselves as an independent storage system. 

 

Each of these form factors have varying pros and cons associated with them and, 

depending on existing infrastructures, may provide a more appropriate integration point. 

For example, by leveraging traditional form factors SSDs are able to be used in large 

established ecosystem. This provides use of existing standardized slots and an easy 

path for installation or upgrades in the enterprise as opposed to a custom, non-

standardized solution.  

Interfaces 

The electrical interface is another differentiating factor for enterprise-class SSDs and 

something that must be understood during design and integration within a storage 

infrastructure. Generally, electrical interfaces such as SCSI, Serial Attached SCSI 
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(SAS), and Fibre Channel (FC) are associated with performance-optimized storage 

devices within enterprise storage systems and servers. The serial ATA (SATA) 

interface is most often used with capacity-optimized storage devices. Currently, SSDs 

in HDD form factors can be integrated within server and storage systems with a FC, 

SAS, or SATA interface. Given the ubiquity of the HDD interface, these SSDs provide 

scalability, serviceability, flexibility, and ease of integration into existing server and 

storage system hardware designs. 

However, another interface for SSDs has emerged, leveraging the Peripheral 

Component Interconnect Express or PCIe bus. This interface has low latency and 

provides maximum performance between the host and the solid state storage. For 

example, each PCIe lane based on first-generation PCIe has a data rate of 250MBps. 

The second generation (PCIe 2.0, released in late 2007) doubled the data rate to 

500MBps. PCIe 3.0 specification was released in late 2010 and will add generation 3 

signaling at 1GBps. PCIe also has support for multiple interconnect widths via 1, 2, 4, 8, 

12, 16, and 32 lane configurations, aggregated to match future application bandwidth 

needs, and is significantly faster than traditional HDD interface protocols. 

Nevertheless, SAS is still the most widely deployed enterprise interface and in many 

situations is the de facto enterprise standard interface. SAS provides additional 

functionality and critical benefits that PCIe currently lacks such as multihost protocol 

support, high availability, scalability and hot swap ability. Additionally, SASis  

compatible with existing management software. Today, SAS has a road map to 

support interface speeds up to 12GBps, and trade associations are evaluating a 

proposal to add multi-link channel capability to SAS to meet or exceed the bandwidth 

rates of PCIe.  

Again, each of these different interfaces have varying pros and cons associated with 

them and, depending on existing infrastructures, may provide a more appropriate 

integration point. Table 2 provides an overview of both PCIe and SAS interfaces. 

 

T A B L E  2  

PC I e  a nd  SAS  I n t e r f a c e  O v e r v i ew 

 PCIe SAS 

Links (BW) X4 (4x500MB/s) X4 (4x600MB/s) 

Power Available 25W 25W (2.5in.) 

Latency >26 us >26 us 

Multi-host protocol No Yes 

High availability No Yes (Dual Port) 

Scalability Limited Excellent 

Robust, proven protocol stack No Yes 

Hot Swap serviceable No Yes 

Compatible with existing 

management SW 

No Yes 

Source: IDC, 2010 
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O p t i m i z i n g  t h e  S o f t w a r e  S t a c k  

Just as the hardware stack requires optimization for solid state storage, so does the 

software stack. 

Operating Systems 

The performance of solid state storage reveals that there are many ways operating 

systems can take advantage of the technology. That said, most operating systems 

today are not necessarily solid state aware.  As a result, when integrated into a 

system the full performance of solid state storage may not be realized despite solid 

state storage being a high performance storage media.  

In many instances, drivers may be necessary to leverage solid state devices (e.g., 

extending main memory). This presents another level of complexity for data center 

managers and additional steps to integrate SSDs. The maintenance of NAND flash 

also requires some level of operating system awareness. While SSDs provide higher 

data transfer rates, faster I/O times and improved Input/Output Operations Per 

Second (IOPS), the inherent characteristics of NAND-based SSDs can present a 

challenge in some systems. For example, a high level of random writes may 

adversely impact SSD performance and reliability. Thus, solid state storage devices 

require some level of overhead to ensure that its life can be maximized and operating 

systems can be tuned to the characteristics of SSD.  

File Systems 

Leveraging solid state devices also requires some level of awareness by the file system. 

Modern file systems are just beginning to take advantage of the performance 

characteristics of solid state devices. Generally, file systems have been designed as an 

abstraction layer between how the application views and organizes data and how that 

data is stored on raw devices. Today, architectures that have been designed for HDD 

may not take full advantage of low-latency, high IOPS characteristics of SSDs. File 

systems also maintain a lot of metadata, and the overall performance of the file system 

may depend on it being able to apply metadata to blocks stored on devices efficiently. 

Knowing there is a faster form of storage such as SSDs, file systems can place data on 

available storage media more intelligently to gain optimal performance. This is 

particularly interesting in file systems that maintain a central metadata controller node. 

Many file systems today have the understanding of tiers of performance. Awareness 

of SSDs and their performance characteristics may help file systems better leverage 

SSD storage where it adds most value.  

Creating Data Tiers 

Thanks to their nonvolatile nature,  flash-based SSDs can be used as a form of 

persistent data storage in the same manner that HDDs have been used for decades. 

Today, many of the early adopters of SSD technology have done exactly that by 

simply swapping out and leveraging an SSD in place of a performance-optimized 

HDD. While there are many merits to this approach including an expected boost of 

overall system performance, it can be a very manual/time-intensive process to identify 
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and properly place or "pin" the active hot data (more frequently accessed) to the SSD, 

while keeping the cooler (less frequently accessed) data on HDDs.  

The advent of advanced tiering software enables the dynamic movement of data from 

one storage tier to another based on how frequently the data is accessed. Automated 

tiering software eliminates manual data classification or migration and maximizes 

systems performance and data availability for mission-critical applications, and it is a 

key enabler for flash-based SSD adoption. 

Storage tiers within storage system architectures are generally identified as follows: 

� Tier 0 storage. Tier 0 is a transaction focused tier that typically is populated with 

SSDs.  

� Tier 1 storage. Tier 1 storage does not necessarily need the performance of 

SSDs but requires more performance and higher reliability than is available from 

capacity-optimized drives. Most  enterprises consider Tier 1 to be the work horse 

of a storage array and is where you put your most trusted mission critical data. 

This tier typically is populated with performance-optimized 10,000rpm and/or 

15,000rpm SCSI/SAS/FC HDDs. In addition, in some high I/O applications today, 

these drives are short-stroked and over-provisioned in order to obtain the 

performance required. 

� Tier 2 storage. Tier 2 storage is focused on keeping massive amounts of 

infrequently accessed data online (or nearline). This tier is populated with 

capacity-optimized HDDs. 

� Tier 3 storage and below. Different tiered storage strategies exist after Tier 2. 

Some companies could integrate massive arrays of idle disks (MAID) or other 

technologies that employ spin-down/slower-spinning HDDs that consume very 

little power. Other companies may simply integrate a removable storage 

technology, such as tape, optical, or removable HDDs. 

Applicaction Software 

Enterprise application software consists of the business tools that data center 

managers must provide organizations to support daily business functions. They span 

a wide array of applications from online transaction processing (OLTP) and 

automated billing systems to database and customer relationship management 

(CRM). 

In today's corporate environment, enterprise applications are complex. When 

introducing a new storage media (like SSDs), enterprise application software must be 

aware of solid state storage to take advantage of the benefits of the new technology. 

Thus, to relieve performance bottlenecks and complete more transactions in less time 

the application software must be adapted from an HDD-only environment to one that 

leverages solid state storage too. 
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C O N C L U S I O N  

In the recent past, SSDs were cost prohibitive except for the most extreme and 

demanding applications running on very high-end and expensive storage systems. 

However, today's SSD pricing permits the technology to be integrated cost effectively 

into a broader range of storage system and server solutions and complement 

traditional HDD storage across the enterprise.  

Solid state storage offers a definitive approach to providing a higher level of 

performance for storage system and server vendors. However, enterprise hardware 

and software components must evolve to take full advantage of the benefits of flash-

based SSDs. As the industry matures and solutions advance, flash-based SSD 

storage devices must integrate into today's existing, established hardware and 

software ecosystems to achieve reliability, availability, and serviceability (RAS) that is 

expected throughout the enterprise.  
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