
Part 3. Tiered Storage
 
In Part 1 (Enterprise SSHD Basics, TP649) of this series, we discussed the 
primary components of an enterprise solid state hybrid drive (SSHD) and the 
favorable opportunities such a device offers to enterprise environments. Part 2 
(Performance, TP654) clarified the considerable performance benefits of enterprise 
SSHDs, the appropriate ways to measure drive-level performance and the best 
server configurations for enterprise SSHD solutions. 

In this paper, we will continue building the case for how SSHDs can offer seamless 
performance improvements to enterprise applications. The material to follow will 
summarize the special value enterprise SSHDs hold for various tiered storage 
environments, even those that contain solid state drives (SSD). 

Enterprise SSHDs in a Tiered Storage Environment

It’s not a stretch to believe that an enterprise SSHD can produce higher 
performance in a hard drive-only storage configuration when compared to 
standard magnetic drives. In fact, one of the most interesting uses of an  
enterprise SSHD is found when it is deployed as part of a storage solution  
that also contains SSDs.
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It is natural to assume that if a system contains SSDs, those 
devices would represent all of the solid state storage needed, 
leaving no reason to have SSHDs. However, experience has 
taught us that this is not true. Subsystem suppliers regularly 
offer tiered solutions with both high-performance and high-
capacity disk drives complementing the SSDs. This is due 
to the high level of I/O activity continuing to be serviced 
directly by the traditional hard drives. Because the high-
performance magnetic storage tier still services a considerable 
amount of I/O activity, an opportunity remains for higher-
performing enterprise disk drives to improve this tier’s overall 
performance, even when SSDs are also deployed. SSHDs are 
able to offer this performance improvement, and how they do 
so is worth understanding. 

Managing a Multi-Tier Storage Solution

One way to understand tiering is to consider that a storage 
solution user can choose either of two approaches, static or 
dynamic (or perhaps a combination of both), to manage the 
placement of data on an SSD. 

Static Placement of Data

The static approach permanently locates those files on the 
SSDs that are the most valuable for overall performance 
improvement. This is the easiest approach, and if an IT 
department can isolate the files that consistently address the 
majority of I/O activity, it can be quite successful. However, 
poor static management can result in lower performance for 
applications that are not dependent on files located on SSDs. 
Therefore, the user does not get the desired return from the 
SSD investment. Extra files occupying SSDs consume very 
expensive real estate, often making their price tags difficult  
to justify.

In the simplest case, all necessary data fits onto SSDs, and 
there is no need to identify the files to place on the solid state 
memory. As data grows, however, most installations have 
a need for HDDs to hold a large amount of data, leaving IT 
departments to identify data that is most beneficial to faster 
performance. Unfortunately, users typically lack the resources 
to continuously identify and move the most active blocks of 
data onto SSDs. This means that in many situations, SSDs 
might not be helping.

A couple of examples shed light on this issue. First, placing 
indices on high-performance storage is a commonly accepted 
technique for improving response time. However, it is usually 
a small minority of database records that get the highest 
percentage of traffic. Assuming an SSD could hold the indices, 
only a subset of those records would be truly helpful—the 
index records covering the high-activity database records. 
Indices of infrequently accessed records would occupy 
valuable SSD space, without contributing to the performance 
improvement of active records. Manually separating active 
and inactive records is not a function supported by many 
databases, nor is it a task many users would feel comfortable 
undertaking. Moreover, which records are accessed most 
frequently can change in an instant for many industries.

Similarly, a file system contains specific pieces of information 
that would be desirable to optimize, while many of the files 
themselves might not be important from a performance 
perspective. Unfortunately, most IT administrators can 
work only at the granularity of the entire file system. If an 
administrator cannot separate busy and idle data, much of 
the SSD space could be wasted holding files that are seldom 
accessed. As with the database indices, users have little 
flexibility to separate file system metadata—often the busiest 
component—from less busy portions of the file system. 

When a database is placed on an SSHD, that drive can stage 
high-activity index blocks, as well as high-activity database 
records, in solid state storage. This action dynamically 
optimizes the performance of all data associated with the 
critical database. More importantly, an SSHD works at the 
granularity of an individual transfer, easily keeping the busy 
database records and file system metadata accelerated 
in cache. Thus, an SSHD can provide better performance 
than an IT administrator precisely because its data location 
decisions are not restricted to the granularity of a complete 
file, as is often the case with a host file system. Also, as the 
workload changes, an SSHD dynamically adapts, replacing 
data blocks that are no longer active with those that are being 
accessed more frequently.
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Dynamic Placement of Data on SSDs

The most popular way to address the dilemma 
of which data to locate on SSDs is to employ 
dynamic tiering. Tiering involves incorporating 
multiple types of storage so that frequently 
used, performance-critical data is located 
on the fastest and most expensive 
storage, while less performance-sensitive data resides on 
higher-capacity, lower-performing storage. The dynamic of 
a three-tier storage architecture is critical for the managing 
controller or host to continuously identify busy data and 
move it to the higher-performing tier (Tier 0—SSDs) while also 
demoting less-critical data back to a lower-performing tier 
(Tier 2—HDD).

Many users employ dynamic tiering software to ensure the 
most expensive storage is always contributing to performance 
optimization as much as possible. With dynamic tiering, the 
movement of the most-used data to SSDs should, in theory, 
ensure the consistent acceleration of critical applications. In 
practice, however, it’s not so simple. A closer inspection of  
the dynamic performance management challenge clarifies  
the opportunities for SSHDs to offer benefits in the presence 
of SSDs. 

Ideally, the SSDs in a tiered environment would always contain 
the most-accessed data, yet this is not always possible. 
With this in mind, consider what happens when an important 
application starts, and its critical files are not located on 
SSDs. These files must first be identified and moved to an 
SSD. Therefore, right when the data is most needed, it is 
transferring between devices, clogging data paths and slowing 
the application. Alternatively, the application could be delayed 
until the data movement is complete, but this would defeat the 
purpose of deploying SSDs to improve performance. 

Furthermore, consider the data that is already on the SSD in 
this scenario. Some information must be moved off the device 
before any new data can be migrated onto it. This, of course, 
introduces yet more delay and/or overhead in the application 
the user is trying to optimize. Since the data must be moved 
from one external device to another as quickly as possible, the 
system experiences additional workload burden while it should 
be focused on the user’s application.

A dynamic tiering system doesn’t always attempt to react 
so tactically to performance peaks, but rather processes 
performance-sensitive data to the SSD tier over longer periods 
of time, perhaps hours or days. This approach makes sense, 
as it eliminates the disruption of important applications.
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SSHD and Temporal Granularity

From the discussion above, we see the first glimpses of an 
enterprise SSHD’s potential advantage for tiered storage. The 
timing gaps between what should be optimized by placement 
on SSDs and when that data can be efficiently moved there 
can be smoothed over by SSHDs. This is often referred to as 
temporal granularity.

An SSHD’s key advantage is that it can react instantaneously 
to workload changes. Since it can instantly identify the specific 
blocks of frequently accessed data for placement in solid 
state memory, an SSHD can accelerate I/O requests as soon 
as a key application starts. In other words, SSHDs constantly 
offer dynamic and transparent solid state management. This 
dynamic optimization can offer the instant acceleration that is 
a bit more difficult for the dynamic tiering function to achieve. 
Later, if warranted, data can be moved to an SSD, and other 
data can be accelerated by an SSHD. Most importantly, 
SSHDs are still able to provide SSD-like performance on data 
as soon as information is accessed.

SSHD and Spatial Granularity

We have seen how an enterprise SSHD can help with 
the timing gaps in tiering. SSHDs also deliver a corollary 
advantage in respect to managing the space that is to be 
enhanced by tiered SSDs. As discussed above, a tiering 
system is usually managed by a host or controller that tracks 
all I/O activity and moves the disk space with the highest 
levels of activity to the SSDs. However, it is impractical to 
manage a large data storage space at the individual block 
level. Since the managing entity has to account for all I/O 
activity, doing so would consume huge amounts of RAM and 
add perhaps unacceptable overhead to each I/O request. The 
compromise is to instead manage the space in larger pieces, 
sometimes called chunks. These data chunks can reach up to 
1GB in size, though they typically range from KBs to MBs.

Even with this approach, the tiering function is forced into 
some performance compromises of its own. The storage 
manager migrates data chunks to the SSD tier based on their 
I/O activity level. Certain data chunks might contain a small 
amount of performance-critical information, but because 
the I/O activity of the whole chunk is insignificant, the data 
is not prioritized for storage in the SSD tier. In this case, an 
SSHD can again come to the rescue. Solid state storage 
on SSHDs accelerates the most important I/O data sent to 
the drive; thus, SSHDs fill the performance gaps due to the 
spatial granularity of tiering management. This means that a 
combination of SSDs in Tier 0 and SSHDs in Tier 1 can always 
accelerate the most performance-sensitive data. 
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Moreover, movement of data from magnetic storage to solid 
state memory is contained within the SSHD device, eliminating 
the consumption of external system bandwidth or the need 
for CPU resources. This avoids the overhead associated 
with scheduling a migration utility and consuming system 
bandwidth, as in the case of the tiering managed movement. 
It also avoids the migration penalty that would result from data 
moving quickly to Tier 0 and makes the SSHD improvement 
essentially instantaneous.

Conclusion

In summary, an enterprise SSHD can assist a well-architected 
tiered system by providing more responsive acceleration when 
new applications begin. It can also accelerate access to those 
data blocks that, because of their location, might never get 
promoted to residence on SSDs.
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