
Achieves Higher Performance and 
Lower Cost
Increasing numbers of enterprises are moving to the cloud. Addressing the need for 
vast computing and storage resources to churn through massive amounts of data, 
cloud administrators are leaning more heavily on solid state drives (SSDs) as important 
components of their storage strategy. These administrators most commonly deploy direct 
attached storage (DAS) in their clouds, taking advantage of the inherent low latency that 
DAS architectures provide and that cloud environments require. Deploying shared storage 
rather than DAS might be a viable option, but doing so often means taking on some risk.

Shared storage, for example, can come with an increased risk of bottlenecks, seriously 
threatening a storage system’s performance. The typical flow of data in such deployments 
is the culprit: First, the client sends a command to the storage system, which then sends 
the command to the CPU and memory, and which then sends the command to the SSD; 
for the return trip, the SSD sends the requested data back to the storage system’s CPU and 
memory, which then sends the data back to the client. This complex data flow positions the 
CPU as an intermediary that pushes data back and forth between the client and storage 
device. The flow has the following inherent problems:

• The CPU is utilized twice per IO, causing a bottleneck

• CPUs and IO typically cannot scale beyond 1 million IOPS (needed for the cloud)

• Latency is compromised, as the  CPU might take hundreds of microseconds to complete 
each IO

• To support these IOs, a large investment in CPU sockets is needed

The good news is that with the introduction of new protocols, intelligence, and SSD and 
networking technologies, shared storage is now a solution well suited for the cloud.

Evolution to Non-Volatile Memory Express

A new breed of technology is pushing SSD performance and advancement. Non-Volatile 
Memory Express (NVMe) evolved from the collaboration of at least 90 technology industry 
leaders, including Seagate, resulting in publicly-available NVMe specifications. Far more 
powerful than earlier generations of SSDs, the addition of NVMe provides optimum 
performance through a defined set of commands and features. 
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Features / Benefits

• Orders of magnitude improvements 
in IOPS and latency for the cloud

• Low-cost alternative to building 
traditional shared storage

• Same performance benefits as DAS 
now shared across multiple servers

• Minimal drain on CPU resources

Target Markets

• Public and private clouds

• Hyper-converged solutions

• Web analytics and Big Data

• Software-defined storage stack

• Clusters with more than 100 nodes



NVMe Over Fabrics: The Rational Next Step

Despite the blazing speed of NVMe SSDs, bottlenecks in the 
network layer often keep these SSDs from achieving their full 
performance potential. NVMe over Fabrics (NVMeoF) was 
developed to address these shortcomings, allowing NVMe SSDs 
to be connected across remote direct memory access (RDMA)-
capable networks. 

This streamlined protocol provides the “pipes” and intelligence 
to maximize NVMe SSD performance and eliminate the network 
botttleneck entirely by fully bypassing the previously mentioned 
path for data flow. To accomplish this, vendors must also create 
their own intelligence and unique drivers.

Seagate Building Blocks at Work 

As an SSD and systems industry leader, Seagate used its 
in-house building blocks to develop an NVMe demonstration 
architecture that leverages the standard NVMe drivers as well as a 
custom intelligence layer. This architecture includes the Seagate 
Nytro® XF1440 NVMe SSDs (24) housed 
in Seagate’s 24 2U enclosure. While a 
standard NVMe driver was utilized for the 
XF1440, Seagate built intelligence in the 
XF1440’s abstraction driver to enable 
client commands to go directly to these 
SSDs, avoiding interruptions to the CPU. 
This enables quicker access to the 
Seagate SSDs. The Seagate 24 2U 
enclosure also supports high availability 
and provides flexibility, scalability and toolless management.

This fully integrated solution takes advantage of DAS low latency 
inside a server and creates distributed storage that is just as fast 
and can be scaled across multiple servers.

Partnering with Mellanox

Faster NVMeoF networking is here today with Mellanox, a 
Seagate strategic partner. As the only standard way to access 
flash over networking, Seagate deployed its building block 
solution with various Mellanox technologies. These technologies 
include the ConnectX®-4 40/56GbE Ethernet NICs, which 
supports up to 100Gb/s Ethernet connectivity and provides the 

highest performance and RDMA offload to the cloud, as well as 
the Mellanox Spectrum™ 40GbE Ethernet switch with Priority Flow 
Control (in which buffer overflow and packet loss is avoided and 
the network becomes lossless) all connected via Mellanox LinkX™ 
copper cables. This solution can support a range of speeds from 
25GbE to 100GbE, and can also work just as seamlessly with 
Infiniband.

Total NVMeoF Solution Exhibits Multiple Advances

With five clients connected to this reference architecture, and 
tested in a Seagate lab running FIO, the following performance 
benchmarks and benefits were demonstrated:

• 5 million IOPS with less than 10µs overhead; each of the five 
clients performing at 1 million IOPS

• Latency maintained with high IOPS simultaneously

• Ability to scale compute and storage separately, allowing 
distinct scaling for each as necessary

• IOs no longer utilize the CPU

 – Reduced cost by replacing the need for multiple CPUs to   
achieve similar performance

 – Enable lower cost CPUs that can be utilized for other uses 
(i.e., management, data computing, error recording)

Consideration for the Enterprise

Ideally-suited for the cloud, enterprise data center administrators 
may also consider this solution. Limitations, however, may exist 
for enterprise environments as some might not be able to take 
advantage of such high performance. Solutions with similar 
components, but at a smaller scale should also be considered.

Summary

This reference architecture is yet another demonstration 
of Seagate building blocks that enable highly successful 
cloud deployments, with Seagate NVMe drives at the core. 
In coordination with Mellanox, our strategic partner, cloud 
organizations can take advantage of incredibly low latency, 
high IOPS, and reduced cost while achieving the best possible 
compute efficiency and scalable shared storage advantages.
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