
Executive Brief

The Metric That Matters  
for Analyzing HPC  
Storage Performance

In all things, but especially in high-performance computing (HPC), the details 
matter. In HPC, the most important detail is drive efficiency, especially when 
analyzing storage performance. This fundamental metric is easy to calculate and 
can have a huge impact on HPC storage performance. 

In this guide, we’ll look at why conventional HPC storage architectures do 
so poorly at drive-level throughput and what that means to an organization’s 
ability to realize the full potential of its HPC investments. We’ll also explain why 
ClusterStor™ from Seagate® excels in this arena.

Throughput
Per Drive



Drive Capacity: A Wasted Asset?
Given the data-hungry nature of today’s HPC applications, 
it’s easy to conclude that there’s no such thing as “too much” 
drive capacity. The truth, however, is traditional HPC storage 
architectures make such poor use of existing drives that adding 
more capacity may be counterproductive.

The key culprit is the mismatch between drive capacity, 
available storage processing performance, and network I/O 
bandwidth in a traditional storage architecture. Adding drive 
capacity to such an architecture is relatively simple and 
straightforward, but not so with storage controller and network 
resources. A traditional HPC storage architecture requires these 
three functions to be added across multiple, physically separate 
components, which are often sourced from multiple vendors 
and not purpose-built for close integration.

Accelerating Throughput While Preserving Performance

Traditional Scaling Approach ClusterStor Dynamic Scaling Approach



Users are forced to overprovision 

their HPC storage capacity with 

more drives in an attempt to 

compensate for this imbalance 

and to gain additional usable 

storage capacity.

As a result of this imbalance between disk capacity, processing 
performance, and network I/O, a particular vendor’s storage rack 
may hold more drives, but each of those drives gets a relatively 
small share of the limited total storage processing resources, 
leading to diminishing marginal returns. Users are forced to 
overprovision their HPC storage capacity with more drives in an 
attempt to compensate for this imbalance and to gain additional 
usable storage capacity—although even then, overall storage 
system performance will create a significant bottleneck.

Giving up so much storage performance—and turning so much 
of this storage into a wasted asset—is an expensive proposition 
for HPC customers working with increasingly data-hungry 
technical computing applications. This waste also has a ripple 
effect as it ties up precious data center rack space, consumes 
expensive power and cooling resources, and generally impedes 
overall HPC application performance.

Distributed and balanced scale-out architecture 
ClusterStor uses modular building blocks called Scalable 
Storage Units (SSUs) to balance exactly the right amount of 
storage processing, storage capacity, and storage I/O capability. 
SSUs eliminate the bottlenecks associated with monolithic 
RAID arrays, and separate server and networking components. 
ClusterStor frees up data center floor space and resources while 
using fewer disk drives to achieve better overall throughput.

The ClusterStor Approach:  
Drive Throughput = Drive Efficiency
Calculating drive-level HPC storage throughput is easy to do. 
Achieving that throughput, however, is exceptionally difficult. 
ClusterStor’s approach to maximizing throughput per drive, 
which is unique both in technical execution and its results, 
rests on two key factors: distributed and balanced scale-out 
architecture, and fully integrated and optimized system design.

Fully integrated and optimized system design 
Physically isolated concentrations of storage processing, 
capacity and I/O functions, spread across multiple enclosures 
and sourced from outside vendors, can create its own 
I/O bottlenecks. ClusterStor solves this problem with an 
integrated, purpose-built design: every component, from the 
network interface to the individual Seagate storage devices, 
is architected, integrated, optimized, qualified, and supported 
directly by Seagate.



The results achieved with the ClusterStor HPC storage architecture speak for themselves. The per-rack throughput of our latest 
generation, the ClusterStor 9000, is 50 percent faster than its predecessor, enabling it to achieve speeds that easily outpace 
the competition (over 60 GB/s). And the ClusterStor 9000 can achieve the same performance as the earlier generation using 50 
percent less hardware. No other HPC system can beat its performance per watt.

Disk Drive Throughput: A Bellwether of HPC 
Storage Excellence
Throughput per drive isn’t the only important HPC storage 
performance metric. It is, however, an elegant and powerful 
performance bellwether. By making more efficient use of 
drive capacity, ClusterStor restores the balance between 
capacity, processing and I/O bandwidth, driving down 
the costs associated with drive overprovisioning, limited 
data center capacity, power and cooling costs, and all 
the other expenses associated with conventional HPC 
storage solutions.
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Throughput: A comparison of two 1 TB/sec production storage systems

About Seagate Cloud Systems and Solutions

Seagate® is a world leader in storage solutions. Our
new Cloud Systems and Solutions strategy brings
innovation and an open approach to Intelligent 
Information Infrastructure™ to help all organizations 
manage their next-generation workloads—with 
scale, performance, and cost aligned to business 
needs. Our portfolio includes integrated high-
performance computing solutions; do-ityourself 
components and engineered solutions; custom, 
modularized systems for original equipment 
manufacturers (OEMs); and the EVault® line of cloud 
backup and restore, disaster recovery, and rapid 
archive services.

Take the Next Step
Find out more about the Seagate® ClusterStor™ line of HPC storage 
systems by calling 1.800.SEAGATE or visiting www.seagate.com/HPC
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